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Psychometrics

• According to Guilford, who wrote one of, if not the, first 

textbook on psychometrics in 1936, psychometric methods are 

procedures for psychological measurement. 

• Borrowing from N.R. Campbell (1940), Guilford defines 

measurement as “the assignment of numerals to objects or events 

according to rules.” This idea was further popularized by Stevens 

(1946 & 1951) in his writings about measurement.

• As a field of study, modern psychometrics is focused on 

mathematical and statistical models to relate observable data to 

unobservable constructs.



Measurement

• The basic idea of testing, generally speaking, is that we an 
obtain an estimate of an individual’s level of some 
trait/construct of interest by collecting a (relatively) small 
sample of data relevant to that trait.

• In educational testing this may involve determining 
someone’s math proficiency by asking them to answer 25 
math items.

• In patient reported outcomes this may involve determining 
someone’s quality of life by asking them to respond to 25 
quality of life (QoL) items.



Psychometrics

• Psychometric models have roots ranging back to early 
psychophysical experiments in the 1800s as well as some of the 
foundational work in statistics in the early 1900s. 

• Factor analysis is well over 100 years old (Spearman, 1904)

• True score theory is over 80 years old (Thurstone, 1931)

• IRT is over 60 years old (Thurstone, 1953)

• Generalizability theory is over 50 years old (Cronbach et al., 
1963)

• Computerized adaptive testing has been occurring operationally 
since the early 1980s



Psychometrics – Core Concepts

• Validity

 Measuring the right thing.

 “Validity is an integrated evaluative judgment of the degree to 
which empirical evidence and theoretical rationales support the 
adequacy and appropriateness of inferences and actions based on 
test scores or other modes of assessment.” (Messick, p.13, 1993, 
emphasis in original)

• Reliability

 Measuring the thing right.

 “Specifically, reliability relates to the consistency of scores over 
replications of the measurement procedure.” (Brennan, p.9, 2006)



Psychometrics – Approaches

• “Classical” Test Theory (CTT)

 True score theory

 Coefficient alpha

• Generalizability Theory

 CTT + ANOVA

• Latent Variable Models

 Factor analysis, IRT

 Structural equation modeling

 Latent growth curve modeling



Item Response Theory (IRT)
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IRT

• IRT is closely related to (or a special case of):

 Factor analysis

 Structural equation modeling

 Non-linear mixed models

 Generalized linear models

 Logistic regression (or probit regression)

• Described generally, IRT is a collection of latent variable models 

that explain the process by which individuals respond to items. It 

does so in terms of properties related to the person, properties 

related to the items, and how they interact. 



A caveat

• “Models, of course, are never true, but fortunately it is 

only necessary that they be useful.” (Box, p.2, 1979)

• Our contention is not that item response theory is right (it’s 

not), but that it is a useful model for creating and scoring 

scales. 



IRT

• One of the most widely used IRT models, the 2PLM is appropriate 
for dichotomous responses:

𝑃 𝑢𝑗 = 1 𝜃 =
1

1 + exp −𝑎𝑗 𝜃 − 𝑏𝑗

• 𝑢𝑗 is the observed response to item j

• 𝑎𝑗 is the slope for item j

• 𝑏𝑗 is the location parameter for item j

• 𝜃 is the latent construct being measured



Model assumptions

• Local independence

• Logistic item response function

• Normal trait distribution
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Many other models…

• There are dozens, if not more, other kinds of IRT models. 

• Of particular relevance for the PRO world are items which 

extend the 2PLM to accommodate more than two 

categories. 

• One popular IRT model designed for more than two ordered 

categories is the graded response model (GRM).
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IRT and “Rasch Models”

• There is really no such thing as a “Rasch model”. They are all IRT 
models. Some satisfy the requirements of the Rasch philosophy of 
measurement, others do not. The ones that do are special cases 
of more general models.

• With dichotomous data, the 1PL is obtained by constraining all 
slopes to be equal. 

• This is a nested model and any constraints of this kind can be 
tested.

• If it fits – fine. Life is easier with the 1PL when it works.

• The Rasch philosophy of measurement specifies the model in 
advance and if the data do not fit the data are removed.

• This is troubling for lots of reasons, but the most obvious would 
be the potential detrimental impact to validity.



IRT

• Research and experience with IRT over the past 30 years 

has demonstrated a number of theoretical and practical 

advantages over other modeling approaches. 

• These include:

 Scale development

 Scoring

 Differential item functioning (DIF)

 Computerized adaptive testing (CAT)
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Scale development

• The kinds of information we can extract from an IRT analysis 
allows us to be much more specific about what we want a scale 
to do. This is a good thing, but requires us to think much more 
carefully about what we’re trying to accomplish with a given 
scale:

 Who are we trying to measure?

 How reliable do our scores need to be at different levels of the 
construct?

 How small a change are we interested in being able to detect?

 What is the primary purpose of the scores?



Information and standard errors



Information and standard errors



95% confidence intervals
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Scale development

• Another nice feature of IRT is that is provides a solid 

statistical framework for future modifications of existing 

item banks. This could occur in the form of:

 Adding new items

 Revising existing items

 Revising response format

 Translations

 Mode of administration
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Scoring

• If you’re comfortable with the idea that some items are 

harder to endorse than others, then you’re already seeing 

one of the most important benefits of using IRT for scoring. 

• Summed scores assume equal weighting. That is, saying yes 

to one item (or choosing “Stongly Agree”) is the same as 

saying yes to any other item. If you believe items differ in 

their difficulty/severity, then this doesn’t make sense.



Scoring

• IRT-based scoring uses the item parameters to weight each response 
based on the properties of that particular item. Each item 
contributes information to create an overall score.

• Each item response provides information about where an individual is 
likely to be situated on the latent construct being measured. We 
aggregate over all items (with data) to come up with a score 
estimate for each individual

• This aggregation is more complex than just adding things up, but it 
does provide a number of advantages. 

 If you're comfortable with estimating unit-specific treatment impact estimates in 
random effects modeling of multi-site randomized trials, those Empirical Bayes 
estimates of random effects are statistical cousins of IRT scaled scores.



Scoring

• More valid representation of the construct

• Known metric, easily interpretable

• More variable than summed scores (more on this shortly…)

• Conditional standard errors

• Assuming some linking/equating is done, IRT scale scores from 
different instruments can be put on same metric



Item 1: Argues

Item 5: Lying

Item 7: Destroys Things

CBCL scoring example

1 2 3 4 5 6 7 8 f p+ MAP se

1 0 0 0 1 0 0 0 19 0.25 0.18 0.55

1 0 1 0 0 0 0 0 1 0.25 0.21 0.54

1 0 0 0 0 1 0 0 4 0.25 0.32 0.51

1 1 0 0 0 0 0 0 18 0.25 0.4 0.49

0 1 0 0 0 0 1 0 1 0.25 0.51 0.47

1 0 0 1 0 0 0 0 7 0.25 0.52 0.46

1 0 0 0 0 0 1 0 6 0.25 0.54 0.46
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DIF

• Differential item functioning, also known as measurement invariance, occurs 
when the nature of an item’s relation to the latent construct(s) varies as a 
function of (usually) some known grouping variable. 

• Classic examples include gender, ethnicity, language, and mode of 
administration. 

• Methods exist to look for DIF and, if it is found, model it.

• This can allow for a statistically rigorous way to answer questions like:

 Is the Spanish version behaving the same way as the English version?

 Is the electronic version behaving the same way as the paper and pencil version?

 Is the version on the iPhone 5S behaving the same way as the version on the Galaxy S3?

 Are the mothers and fathers behaving the same way when they respond to this scale?



DIF example

• What if a new medicine improved one particular symptom on a 
PRO scale, but nothing else?

• If we use control vs. experimental as the grouping variable, this 
would show up as DIF in the b-parameter in a 2PLM.

• This means that, conditional on having the same theta estimate 
(i.e., same level of the latent construct), the individuals in one 
group behave differently on that item than individuals in another 
group.

• Here, we would see the item become a less severe indicator of 
the construct being measured. We can have confidence that it 
isn’t an overall improvement in the latent trait as this is being 
controlled for (i.e., the patterns we would expect to see in the 
data for these two possible hypotheses are different and 
discernable).
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CAT

• Widely used in educational testing for many years. More 

recently seen in PRO space (PROMIS). 

• Items are administered in adaptive fashion based on 

existing estimate of latent construct and which item is 

most informative (for example).

• Fastest way to reach a target reliability. 



CAT demonstration















More Advanced Topics

• There are many extensions of the simple models we’ve 

talked about today. 

 Multilevel

 Multidimensional

 Non-normal latent traits

 Non- and semi-parametric item response functions

• There have also been great strides in the past five years in 

the assessment of overall model fit. 



A closing thought…

• John Tukey once said:

Far better an approximate answer to the right question, 

which is often vague, than an exact answer to the wrong 

question, which can always be made precise.

(1962, pp.13-14, emphasis in original)
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